A Simple Multivariate Filter for Estimating Potential Output

by Patrick Blagrave, Roberto Garcia-Saltos, Douglas Laxton, and Fan Zhang
IMF Working Paper

Research Department

A Simple Multivariate Filter for Estimating Potential Output

Prepared by Patrick Blagrave, Roberto Garcia-Saltos, Douglas Laxton, and Fan Zhang

Authorized for distribution by Douglas Laxton

April 2015

Abstract

Estimates of potential output are an important ingredient of structured forecasting and policy analysis. Using information on consensus forecasts, this paper extends the multivariate filter developed by Benes and others (2010). Although the estimates in real time are more robust relative to those of naïve statistical filters, there is still significant uncertainty surrounding the estimates. The paper presents estimates for 16 countries and provides an example of how the filtered estimates at the end of the sample period can be improved with additional information.

JEL Classification Numbers: C51, E31, E52

Keywords: Macroeconomic Modeling, Potential Output

Author’s E-Mail Address: PBlagrave@imf.org, RGarciaSaltos@imf.org, DLaxton@imf.org, FZhang@imf.org

1 The estimates of potential output and the output gap presented in this paper are not official IMF estimates. The views expressed in this paper are those of the authors and do not necessarily represent those of the IMF or IMF policy. The authors would like to thank Troy Matheson, Alasdair Scott, Anke Weber, and Kevin Wiseman for helpful comments. All errors and omissions are our own.
CONTENTS

ABSTRACT .......................................................................................................................... 3

I. INTRODUCTION .............................................................................................................. 3

II. POTENTIAL OUTPUT—BRIEF OVERVIEW OF COMMON ESTIMATION TECHNIQUES _____ 3

III. METHODOLOGY ........................................................................................................... 6

IV. DETAILED RESULTS ..................................................................................................... 9

V. UNCERTAINTY IN ESTIMATING THE OUTPUT GAP AND POTENTIAL ____________ 13

VI. CONCLUSION ............................................................................................................... 17

VII. REFERENCES .............................................................................................................. 18

VIII. APPENDIX .................................................................................................................. 20

FIGURES
Figure 1. Shocks to the level and growth rate of potential output, and output gap __7
Figure 2. Canada: Output Gap Decomposition ________________________________ 10
Figure 3. Canada: Output gap, Unemployment gap, and Inflation ____________ 11
Figure 4. Brazil: Output Gap Decomposition ________________________________ 12
Figure 5. Canada: Confidence Bands for Estimates of Potential Growth ________ 13
Figure 6. Canada: Confidence Bands for Estimates of Output Gap ____________ 14
Figure 7. Canada: Potential Growth estimates as the sample is extended ________ 15
Figure 8. Canada: Confidence Bands as information is added incrementally ____ 16

APPENDIX FIGURES
Figure A1 .......................................................................................................................... 21
Figure A2 .......................................................................................................................... 21
Figure A3 .......................................................................................................................... 22
Figure A4 .......................................................................................................................... 23
Figure C1. Conditioning Estimates with Additional Information ________________ 28
Figure C2. Canada: Potential Growth Components ____________________________ 29

REFERENCES
References ..................................................................................................................... 18
I. INTRODUCTION

Using the Okun (1962) definition of potential output, estimates of the output gap and potential output are presented for a wide range of countries using a modified version of the multivariate filter described in Benes and others (2010). This technique satisfies a few simple criteria, most of which are critical to any discussion of potential output and economic slack. First, the estimates of the output gap are economically plausible, with estimated periods of excess supply and demand coinciding closely with the priors of practitioners. Second, the filter includes some simple economic theory—specifically the structure of the filter relates the output gap to slack in the labor market and changes in inflation. Third, the filter produces more robust real-time estimates of potential and the output gap relative to estimates from an HP filter, though a certain amount of uncertainty in real-time estimates is unavoidable. Fourth, due to the minimal data requirements (GDP, inflation, and unemployment), the filter can be applied to a broad range of countries. Finally, the results can be conditioned in a transparent manner using information from outside of the model at the end of the sample—this is critical given the simplicity of the approach, and the uncertainty surrounding real-time assessment of economic slack. Still, it is important to note that the filter presented in this paper is designed to be ‘least bad’ among a host of mediocre choices—there is no panacea to the problem of estimating potential output.

The remainder of the paper begins with a brief review of the concept of potential output, contrasting it with concepts of ‘sustainable’ output recently discussed in the literature, as well as techniques commonly used to estimate potential. Following the discussion in section two, the third section presents the methodology used in this paper; detailed results are presented for two representative countries in section four. Section five presents confidence bands surrounding the estimates of potential output using the multivariate filter, and compares them to those from an HP filter. Section six concludes. Several appendices present the results for each individual country, and also explore the use of additional information at the end of the sample period to help condition estimates from the filter.

II. POTENTIAL OUTPUT—BRIEF OVERVIEW OF COMMON ESTIMATION TECHNIQUES

Potential output is generally thought of as the level of output that can be achieved without giving rise to inflation (Okun, 1962). This definition is particularly prevalent among monetary policy makers, as it allows them to communicate their policy stance in the context of the short-run tradeoff between output and inflation.2 It is of critical importance that we be concrete in defining the concept of potential output, as this will shape how potential, and the corresponding output-gap estimates, are used by policy makers.

---

2 For an example of how this tradeoff is communicated, see Bank of Canada (2009).
Although many practitioners approach potential output with the Okun definition in mind, some recent work has focused on expanding or altering this definition to include consideration of macroeconomic imbalances more broadly (see Alberoa, Estrada, and Santabarbara (2013)), as well as financial imbalances in particular (see Borio, Disyatat, and Juselius (2013)). These measures are perhaps best thought of as gauging the path of sustainable future output, rather than current potential output (in the inflation/output tradeoff sense). More specifically, these sorts of imbalances may signal the risk of a future disorderly adjustment wherein output would be substantially lower for a period of time—both the timing of such an adjustment, and whether one would ultimately occur, remain uncertain. For example, in the case of financial-sector imbalances, a strong increase in credit growth often precedes a financial crisis. However, there is no a priori reason why rapid credit growth needs to be unsustainable—this sort of credit expansion could equally well be the product of sound economic fundamentals. Given the difficulty of identifying the drivers of a credit expansion in real time, it would not be wise to counsel policy makers to treat all such expansions as bad; rather, these sorts of expansions should be considered carefully, and treated as increasing the (downside) risks around a given baseline. As such, we view approaches which consider financial-sector and broader macroeconomic imbalances as complements to—rather than substitutes for—the Okun concept of potential output. 3

One of the more prevalent techniques to estimating potential is the use of univariate statistical filters, such as the Hodrick-Prescott (HP) filter, to smooth out fluctuations in output. The appeal of this approach is that it is simple, transparent, and can be applied to any country where GDP data exist. As a result, this technique is widely applied in emerging-market economies, where data scarcity renders many other approaches infeasible. Unfortunately, the approach’s relative simplicity brings with it several notable limitations. Chief among these is that the estimates are better thought of as ‘trend’ (rather than potential) growth, since these filters do not incorporate any economic structure, and thus are not consistent with an economic concept of potential—univariate filters represent a purely statistical approach to approximating potential output. In addition, the estimates which come out of these filters will reflect several statistical features which many users may be unaware of. For example, the estimates of the output gap will be mean zero (over a sufficiently long sample period), and the relative volatility of the cyclical vs. structural component will be determined by the selection of the smoothing parameter (lambda). Finally, univariate filters suffer from a particularly acute ‘end-of-sample’ problem, with estimates towards the end of a given sample period being subject to significant revisions as more data ultimately become available and the sample is extended.

3 See, for example, Benes, Laxton, and Kumhof (2014a and 2014b), which assesses vulnerabilities associated with excessive credit expansions and asset price bubbles, and the consequences of different macro-prudential policies.
Another common technique to estimating potential output is the production-function approach, in which the inputs of production are considered separately. In its simplest form, this entails specifying a two-factor production function (generally Cobb-Douglas), obtaining data on employment and the capital stock, and then deducing total-factor productivity (TFP) as the residual from the production-function equation. By smoothing the resulting TFP series, and specifying a process for ‘potential’ employment, one arrives at an estimate for potential output by combining these trends with the estimate of the capital stock.\(^4\) This approach has the benefit of allowing for a more detailed examination of the drivers of potential. However, there are also limitations; in particular, reliable capital-stock data can be hard to obtain, and the estimates of potential arising from this approach are only as good as the filters used to detrend the TFP and employment components.\(^5\)

Next, a good deal of work has focused on the use of multivariate filters to estimate potential (see Laxton and Tetlow (1992), Kuttner (1994), and more recently Benes and others (2010), among others). This approach adds economic structure to estimates by conditioning them on some basic theoretical relationships (such as a Phillip’s curve relating the inflation process to the output gap). One strength of this approach is that estimates of the output gap and potential are consistent with the Okun concept of potential. In addition, in its simplest form this technique is relatively easy to implement requiring only a few variables, and it can be augmented where data availability permits. The shortcomings of the multivariate-filter approach are similar to those facing other methods—there remains an important end-of-sample problem, and the estimates of potential and the output gap are only improved relative to a simple statistical filtration if the structural relationships specified in the filter are valid in the economy in question.

Yet another technique which is gaining popularity in recent years is the use of DSGE models to estimate potential and the output gap (see, for example, Vetlov and others, 2011). This approach is theoretically rigorous, and is thus particularly appealing to academic audiences. Unfortunately, this technique is very difficult to implement, requiring extensive modeling expertise and a great deal of time and effort. In addition, estimates of the output gap and potential output derived from these models tend to be particularly sensitive to the specifications of the DSGE model being used, and they are not always intuitive. This is problematic for policy makers who want to use these estimates to formulate policy.

Finally, there has been some limited work devoted to estimating potential output in emerging markets. As mentioned earlier, data limitations in these countries for the most part preclude

\(^4\) For an example of how the production-function approach can be implemented, see D’Auria and others (2010).

\(^5\) As an example, if the employment and TFP series are de-trended using an HP filter, then the resulting estimates of potential output will have almost identical properties to those arising from a direct HP filtration of GDP data.
the use of the production-function approach, or complex multivariate filtration techniques. This has led practitioners to focus on univariate filters as their primary tool of choice (for a brief discussion see DeMasi, 1997).

III. METHODOLOGY

The multivariate filter approach specified in this paper is relatively simple, requiring data on just three observable variables: real GDP growth, CPI inflation, and the unemployment rate. Annual data is used for these variables for the 16 countries considered. In this section, we present the equations which relate these three observable variables to the latent variables in the model. Parameter values and the variances of shock terms for these equations are estimated using Bayesian estimation techniques.

In the model, the output gap is defined as the deviation of real GDP, in log terms \(Y\), from its potential level \(\bar{Y}\):

\[
y = Y - \bar{Y}
\]

The stochastic process for output (real GDP) is comprised of three equations, and subject to three types of shocks:

\[
\bar{Y}_t = \bar{Y}_{t-1} + G_t + \varepsilon_t^\bar{Y}
\]

\[
G_t = \theta G^{SS} + (1 - \theta)G_{t-1} + \varepsilon_t^G
\]

\[
y_t = \phi y_{t-1} + \varepsilon_t^y
\]

The level of potential output \(\bar{Y}_t\) evolves according to potential growth \(G_t\) and a level-shock term \(\varepsilon_t^\bar{Y}\). Potential growth is also subject to shocks \(\varepsilon_t^G\), with their impact fading gradually according to the parameter \(\theta\) (with lower values entailing a slower adjustment back to the steady-state growth rate following a shock). Finally, the output-gap is also subject to shocks \(\varepsilon_t^y\), which are effectively demand shocks. The role of each shock term is expressed graphically in Figure 1:

---

6 More information about sample size and data sources for each country is available in an appendix.

7 More specifically, we use regularized maximum likelihood techniques (see Ljung, 1999). Also, see Hamilton (1994) for a general discussion of the Kalman filter, which is used to obtain estimates of the unobservable variables as part of the estimation process. Parameter estimates are provided in an appendix.
All else equal, output would be expected to follow its steady-state path, which is shown above by the solid blue line (which has a slope of $G^{SS}$). However, shocks to: the level of potential ($\epsilon_t^p$); the growth rate of potential ($\epsilon_t^g$); or the output gap ($\epsilon_t^y$), can cause output to deviate from this initial steady-state path over time. As shown by the dashed blue line, a shock to the level of potential output in any given period will cause output to be permanently higher (or lower) than its initial steady-state path. Similarly, shocks to the growth rate of potential, illustrated by the dashed red line, can cause the growth rate of output to be higher temporarily, before ultimately slowing back to the steady-state growth rate (note that this would still entail a higher level of output). And, finally, shocks to the output gap would cause only a temporary deviation of output from potential, as shown by the dashed green line.

In order to help identify the three aforementioned output shock terms, a Phillips Curve equation for inflation is added, which links the evolution of the output gap (an unobservable variable) to observable data on inflation according to the process:

$$
\pi_t = \lambda \pi_{t+1} + (1 - \lambda)\pi_{t-1} + \beta y_t + \epsilon_t^\pi
$$

---

8 Some recent work suggests that the slope of the Phillips curve relationship ($\beta$) has flattened over the past several decades (IMF, 2013), whereas other studies suggest that it may have steepened in some countries in recent years (Riggi and Venditti, 2014). Although the methodology in this paper does not allow for time variation in parameter estimates, modest changes in the estimated value of the parameter $\beta$, on its own, do not materially change the estimates of potential output and the output gap.
Finally, equations describing the evolution of unemployment are included to provide further identifying information for the estimation of the output gap:

\begin{align}
U_t &= (\tau_4 \bar{U}^{ss} + (1 - \tau_4)U_{t-1}) + g\bar{U}_t + \varepsilon_t^U \\
g\bar{U}_t &= (1 - \tau_3)g\bar{U}_{t-1} + \varepsilon_t^{g\bar{U}} \\
\eta_t &= \tau_2\eta_{t-1} + \tau_1 y_t + \varepsilon_t^\eta \\
\eta_t &= \bar{U}_t - U_t
\end{align}

Here, $\bar{U}_t$ is the equilibrium value of the unemployment rate (the NAIRU), which is time varying, and subject to shocks ($\varepsilon_t^U$) and also variation in the trend ($g\bar{U}_t$), which is itself also subject to shocks ($\varepsilon_t^{g\bar{U}}$)—this specification allows for persistent deviations of the NAIRU from its steady-state value. Most importantly, we specify an Okun’s law relationship wherein the gap between actual unemployment ($U_t$) and its equilibrium process (given by $\eta_t$) is a function of the amount of slack in the economy ($\varepsilon_t^\eta$).

Equations 1-9 comprise the core of the model for potential output. In addition, data on growth and inflation expectations are added, in part to help identify shocks, but mostly to improve the accuracy of estimates at the end of the sample period:

\begin{align}
\pi_{t+j}^C &= \pi_{t+j} + \varepsilon_{t+j}^\pi, \ j = 0, 1 \\
GROWTH_{t+j}^C &= GROWTH_{t+j} + \varepsilon_{t+j}^{GROWTH}, \ j = 0, \ldots, 5
\end{align}

For real GDP growth ($GROWTH$) the model is augmented with forecasts from consensus economics for the five years following the end of the sample period. For inflation, expectations data are added for one year following the end of the sample period. These equations relate the model-consistent forward expectation for growth and inflation ($\pi_{t+j}^C$ and $GROWTH_{t+j}^C$) to observable data on how consensus forecasters expect these variables to evolve over various horizons (one to five years ahead) at any given time ($\pi_{t+j}$ and $GROWTH_{t+j}$). The ‘strength’ of the relationship between the data on consensus and the model’s forward
expectation is determined by the standard deviation of the error terms ($\varepsilon_{t+j}^{C}$ and $\varepsilon_{t+j}^{GROWTH^{C}}$). In practice, the estimated variance of these terms allows consensus data to influence, but not completely override, the model’s expectations, particularly at the end of the sample period. In a way, the incorporation of consensus forecasts can be thought as an heuristic approach to blend forecasts from different sources and methods. The resulting impact of this information on the historical estimates of potential and the output gap is modest, as shown in the following section.

IV. DETAILED RESULTS

In order to illustrate the approach, detailed results are presented for two different countries, Brazil and Canada. These two countries have been chosen because they are representative of the two different approaches taken in constructing estimates: on the one hand, the prior is that in advanced economies (such as Canada), shocks to output over the cycle will be predominantly associated with fluctuations around the trend, whereas in emerging market economies (such as Brazil), the prior is that there is a more important role for shocks to the trend (potential) in explaining the business cycle, as suggested in the literature discussed earlier (Aguiar and Gopina, 2007). The priors and posterior estimates for both countries are presented in the appendix (Table B1).

In an attempt to shed light on the role of the different components of the model, each marginal step in the construction of the estimates is presented separately for Brazil and Canada. In what follows, we hope to show that the simple model specified in this paper offers several noteworthy advantages (namely, the theoretical coherence of output-gap estimates and inflation, the transparency of the estimates, as well as its end-of-sample revision properties and the robustness of real-time estimates). However, it is far from perfect, and should not be used mechanically to obtain estimates (nor should any model).

Beginning with Canada, the output-gap estimates arising from the simplest filtration of GDP are presented first. In Figure 2, this is depicted by the blue line, which shows the estimates which arise solely as a result of the chosen calibration for the relative incidence of demand/supply shocks over the business cycle (using only equations 1-4 from the preceding section):

---

9 Specifically, our prior is that shocks to output in advanced economies will be approximately $\frac{1}{3}$ supply/potential, and $\frac{2}{3}$ demand/gap. This naive assumption is a common rule of thumb used at many policy institutions.
The addition of equation 5 suggests less excess demand in the pre-crisis period, given that inflation was not very far above target (shown by the dark green line). In more recent years, the inclusion of inflation points to less economic slack, which follows from the structure of the filter, where observed increases in inflation are associated with a closing output gap, all else equal. Of course, as practitioners we may not agree with this simple mechanical assessment of the filter, which would motivate the addition of judgment to help condition these estimates at the end of the sample—we will return to this issue in the appendix (section C).

The additions of model structure and data on unemployment (the red line) and inflation expectations (teal line) do little to alter the filter’s assessment of the gap in the case of Canada. The latter result is likely due to the fact that expectations seldom deviate from the inflation target, and thus offer little additional information beyond what is obtained from actual inflation data. Adding growth expectations (magenta line) leads to a noteworthy downshift in the output-gap estimates, particularly since the early 2000s. This seems to reflect the fact that consensus forecasts were fairly strong for most of the past decade, with the exception of the crisis period, and have slowed only modestly since the crisis—the filter interprets this as evidence that the observed decline in growth is unlikely to be long lasting, which suggests an important cyclical element to the slowdown (perhaps associated with weak external demand conditions).

The output-gap estimates can also be considered in conjunction with the other measures being used to help identify them. In Figure 3, the estimated output gap (blue line) is shown...
for Canada alongside the estimates of the unemployment gap (green line) and inflation rate (teal bars). The main takeaway here is the coherence between each of these pieces of information.

Figure 3. Canada: Output gap, Unemployment gap, and Inflation

Source: Authors’ estimates.

In particular, the early-to-mid nineties in Canada were characterized by considerable slack in the labor and goods markets, which was engineered by the Bank of Canada in order to facilitate the adoption (in 1991) of an inflation targeting regime.\(^{10}\) Then, much of the pre-crisis 2000s featured somewhat more elevated inflation, partly driven by periods of excess demand as shown by both the output and unemployment gaps. Finally, the global financial crisis plunged the Canadian economy into recession, opening up significant slack in both labor and goods markets, with this slack still not quite eliminated more than 5 years after the crisis.

Turning to Brazil, the same figure is shown as was done for Canada. Again, the blue line in Figure 4 shows the output-gap estimates associated with the chosen relative incidence of supply/demand shocks:

\(^{10}\) The adoption of this regime involved some initial inflation-reduction targets, where the target was gradually reduced from 4 percent to 2 percent by 1994Q4.
Next, the green line in the graph above shows the role of adding structure on inflation to the filter. Though difficult to see since it is largely obscured by the red line, this additional economic structure results in a slightly more negative output gap pre-crisis, as a result of declining inflationary pressures in 2006-07. The effect of adding information on unemployment is given by the red line, which is nearly identical to the green line suggesting that data on labor-market conditions do not add much identifying information for the output gap in Brazil. From there, information on the expectation for inflation one-year-ahead is added, taken from consensus forecasts (the teal line). Again, looking at the pre-crisis period, this information suggests that there was more slack in the economy, as early as 2005, because forecasters were already anticipating lower inflation in the year ahead, thereby suggesting a negative output gap in that period. Next, the magenta line shows the effect of adding expectations data for growth. The impact at the end of the sample period is significant: with actual growth underperforming expectations in both 2011 and 2012, the filter interprets this weak growth as temporary (related to demand rather than potential), resulting in more economic slack.

Estimates of potential growth and the output gap for 14 additional countries are presented in the appendix (section A). An examination of the results shows that despite considerable heterogeneity amongst the economies under consideration, the estimates of potential growth and the output gap all display similar properties (broadly speaking). In particular, output-gap
estimates are related to movements in inflation as a result of the structure underpinning the estimates, which was presented earlier.

V. UNCERTAINTY IN ESTIMATING THE OUTPUT GAP AND POTENTIAL

Potential output and the output gap are not variables which can be observed—they can only be estimated, and these estimates are subject to varying degrees of imprecision, depending on the technique used and the amount of information available when the estimates are constructed. To assess the robustness of the MVF estimates of potential, we construct confidence bands for the MVF approach specified in this paper and then compare them to confidence bands for a simple HP filtration of GDP, for Canada:

Figure 5. Canada: Confidence Bands for Estimates of Potential Growth

These confidence bands measure the uncertainty inherent in the model’s estimates of the latent variables, and are not intended to capture model or parameter uncertainty, which are broader concepts beyond the scope of this exercise. In these figures, the confidence bands are plotted in deviations from the model’s point estimates to allow for easier comparison of MVF and HP. For the construction of the HP-based confidence bands, a Monte Carlo procedure was followed where 5,000 draws of GDP were obtained from simulating historical shocks, which were assumed to follow mean-zero Gaussian processes. To alleviate the burn-in bias in HP estimates, GDP was simulated backwards for a sufficiently long period. We then applied an HP filter with the signal-to-noise ratio ($\lambda = 6.25$) to each sample, and plot +/- 1.96 RMSEs from the assumed true path of the trend growth and cycle components.
Each panel shows results using three different calibrations for the relative variance of supply and demand shocks (50:100; 20:100; 80:100). The ratio 50:100 is the baseline calibration of the MVF used in this paper (corresponding to 1/3 supply shocks and 2/3 demand shocks), and showing alternative calibrations serves as a robustness check to ensure that the improved fit of the MVF relative to the HP filter is not a function of these relative variances. As shown in the figures, irrespective of the assumed relative incidence of these shocks, the estimates of potential and the output gap coming from the MVF are subject to less uncertainty than are those from an HP filter. This result follows from the fact that more identifying information is used in the MVF than in a simple univariate filter. The end-of-sample problem is also illustrated nicely, with confidence bands widening at the end of the sample period for both techniques. Although the results are shown only for Canada, this same result holds across all countries in our sample.12

12 The degree to which the MVF estimates outperform those from the simple HP filter does vary by country, and depends on the strength of the relationship between the output gap and inflation/unemployment in a given economy.
Real-time estimates coming from the MVF are also less prone to revision than are estimates derived from an HP filter. In Figure 7, quasi-real-time\textsuperscript{13} estimates of potential output over the past 20 years are plotted, once again for Canada:

Figure 7. Canada: Potential Growth estimates as the sample is extended

Having established that the MVF estimates of potential output growth are subject to less uncertainty than are those coming from the HP filter, we proceed to investigate how the uncertainty surrounding the MVF estimates of potential output growth change when the model is expanded piece-by-piece, adding each identifying equation one-by-one. Similar to the results shown in the previous exercise, the estimates of potential output growth become

\textsuperscript{13} These estimates are constructed by sequentially estimating potential output in each year, using only the data available as of that date. For example, the quasi-real-time estimates of potential in 2007 (for both HP and MVF) would have used data from the beginning of the sample through 2007 only. The estimates are ‘quasi’ real-time in the sense that actual vintage data are not used for this exercise (but rather only currently-available data, which have been revised over time).
more robust as more information is added to the model in the form of additional structure. The results for Canada are in shown in Figure 8. Relative to the simplest possible formulation of the MVF (with GDP only) shown by the blue line (and using only equations 1-4 from section III), the addition of model structure which relates estimates of the output gap to inflation (equation 5) improves the performance of potential-growth estimates materially (shown by the green line). From there, adding model structure (equations 6-9) and data on unemployment further improves the robustness of estimates (red line). Adding structure (equation 10) and observable data on consensus expectations of inflation yields only a very marginal further improvement (teal line, which is largely obscured by the red line), whereas adding structure (equation 11) and consensus expectations of growth significantly improves the performance (pink line).

Figure 8. Canada: Confidence Bands for Estimates of Output Gap (with structure/data added incrementally)

The lines of the chart are presented in deviations from the Kalman smoother’s mean estimate.
VI. CONCLUSION

The methodology presented in this paper draws on previous work applying multivariate filters to the estimation of potential output. By embedding the structural relationship between inflation, unemployment and the output gap, this class of models produces estimates of potential output and economic slack which are intuitive and consistent with basic economic theory. The innovations in this paper are twofold: first, a simplified version of the filter used in Benes and others (2010) is used to estimate potential in a broader range of countries where data limitations preclude richer analysis. This approach is particularly useful in EMs, as it represents an improvement over simple univariate filtration techniques and yet is not onerous in its data requirements. And, second, data on growth expectations have been added in order to help address (though not completely alleviate) the end-of-sample problem. As shown in the preceding section, estimates of potential obtained using this model are more robust than are those resulting from HP-filtering techniques. Even still, the end-of-sample problem remains an issue, particularly around turning points in the business cycle, which motivates the use of additional information taken from outside the model by practitioners when using the results to guide policy.

Future work will focus on extending the methodology to other countries, and experimenting with alternate measures of inflation, such as wage inflation. In addition, the results will be investigated further to gauge whether there are important commonalities in the evolution of potential output in the pre- and post-crisis periods across countries—this will be done by decomposing the existing results using a production-function approach.
VII. REFERENCES


International Monetary Fund (IMF), 2013, “The Dog That Didn’t Bark: Has Inflation Been Muzzled or Was It Just Sleeping?” World Economic Outlook, April, Washington.


VIII. APPENDIX

A. Estimates of potential output and the output gap: Graphs

Figure A1

---

15 Output gap is % deviation from potential, and inflation and growth rates are in % change.
Figure A2
Figure A3
Figure A4

Output Gap (Spain)

Source: Authors' estimates.
B. Estimation priors, posteriors, and data sources

Table B1. Estimated Parameters

<table>
<thead>
<tr>
<th>Priors</th>
<th>Posterior</th>
</tr>
</thead>
<tbody>
<tr>
<td>( \beta )</td>
<td>0.25</td>
</tr>
<tr>
<td>( \lambda )</td>
<td>0.25</td>
</tr>
<tr>
<td>( \phi )</td>
<td>0.6</td>
</tr>
<tr>
<td>( \theta )</td>
<td>0.1</td>
</tr>
<tr>
<td>( \tau_1 )</td>
<td>0.1-0.3</td>
</tr>
<tr>
<td>( \tau_2 )</td>
<td>0.1-0.3</td>
</tr>
</tbody>
</table>

\[
\begin{align*}
\pi_t &= \lambda \pi_{t-1} + (1 - \lambda) \pi_{t-1} + \beta y_t + \epsilon_t^\lambda \\
y_t &= \phi y_{t-1} + \epsilon_t \\
\gamma_t &= \sigma \sigma_{t-1} + (1 - \sigma) \gamma_{t-1} + \epsilon_t^\gamma \\
\mu_t &= \tau_1 \mu_{t-1} + \tau_2 \nu_{t-1} + \epsilon_t^\mu
\end{align*}
\]
Table B2. Calibrated Parameters

\[
G_t^U = (1 - \tau_3) G_t^U + \varepsilon_t^U
\]
\[
\bar{U}_t = (\tau_4 U_{t-1}^{ss} + (1 - \tau_4) \bar{U}_{t-1}) + G_t^S + \varepsilon_t^F
\]

<table>
<thead>
<tr>
<th>Indicator Source</th>
<th>Source</th>
</tr>
</thead>
<tbody>
<tr>
<td>Inflation expectations</td>
<td>Consensus Economics</td>
</tr>
<tr>
<td>Gross Domestic Product growth expectations (constant prices)</td>
<td>Consensus Economics</td>
</tr>
<tr>
<td>Gross Domestic Product (constant prices)</td>
<td>IMF, World Economic Outlook Database</td>
</tr>
<tr>
<td>CPI Inflation</td>
<td>IMF, World Economic Outlook Database</td>
</tr>
<tr>
<td>Unemployment Rate</td>
<td>IMF, World Economic Outlook Database</td>
</tr>
</tbody>
</table>

Table B3. Data Sources

<table>
<thead>
<tr>
<th>Indicator</th>
<th>Source</th>
</tr>
</thead>
<tbody>
<tr>
<td>Inflation expectations</td>
<td>Consensus Economics</td>
</tr>
<tr>
<td>Gross Domestic Product growth expectations (constant prices)</td>
<td>Consensus Economics</td>
</tr>
<tr>
<td>Gross Domestic Product (constant prices)</td>
<td>IMF, World Economic Outlook Database</td>
</tr>
<tr>
<td>CPI Inflation</td>
<td>IMF, World Economic Outlook Database</td>
</tr>
<tr>
<td>Unemployment Rate</td>
<td>IMF, World Economic Outlook Database</td>
</tr>
</tbody>
</table>
C. Augmenting the raw estimates with additional information

Why additional information is used

As discussed in this paper and elsewhere, real-time estimates of the output gap are frequently revised as new information becomes available. Although the technique used in this paper offers some improvement over standard univariate estimation techniques, it does not resolve the problem. The imprecision at the end of the sample is particularly problematic since policy makers rely on real-time estimates of the economy’s cyclical position to set policy. Fortunately, in many cases additional information exists which can be used to condition the filter’s estimates at the end of the sample, though even when such information is incorporated considerable uncertainty remains. Discussion of the assessment of the cyclical position at the end of the sample, and in particular the uncertainty surrounding this estimate, is a critical part of the communication strategy of policy institutions who use the potential-output framework to relay their policy decisions to economic agents. Below, we draw upon the Bank of Canada’s analysis of the output gap in the immediate aftermath of the financial crisis to provide an example of how this is done in practice (Bank of Canada, 2009):

Excess supply in the Canadian economy increased substantially as the recession deepened. The Bank’s conventional measure of the output gap reached -4.3 per cent in the second quarter of 2009. In assessing excess capacity, the Bank considers the conventional measure in conjunction with several other indicators, particularly since this measure tends to have a higher margin of error around turning points...

...After reviewing all the indicators of capacity pressures and taking into account the weakness in potential output associated with the ongoing restructuring of the Canadian economy, the Bank judges that the economy was operating about 3.5 per cent below its production capacity in the second quarter of 2009...

...The substantial excess supply in the economy is expected to result in lower core inflation over the next few quarters...

...[An] upside risk to inflation is the possibility that potential output will be lower than the Bank’s revised estimate, if the extensive restructuring in certain sectors is more protracted and the investment response more delayed than currently envisaged.

The takeaway here is that whatever the method for assessing the degree of slack in the economy, estimates are subject to heightened uncertainty at the end of the sample, thereby motivating the consideration of additional information from outside of a simple model. This judgment can then be made part of the broader communication strategy of the policy institution.
How additional information is applied to the raw filtered output

One important advantage of the technique presented in this paper is that it is flexible, and the estimates at the end of the sample can easily be conditioned using information from off-model analysis. This judgment can be informed by many different sources, ranging from hard data on the components of inflation or the components of GDP to indicator data on such things as capacity utilization or the labor market. To better illustrate the process via which judgment is imposed, and how it can be applied to the filter, we consider our estimates for Canada.

At the time of writing (Fall 2014), there is considerable (though not complete) information about the state of the Canadian economy in 2014. This means that in order to construct estimates for the current year, existing monthly and quarterly data can be utilized and then augmented with assumptions about how the rest of the year will play out – this is done using standard near-term forecasting techniques. Once a near-term forecast is in place, estimates can be computed for 2014, which are shown by the magenta line in the figure presented in section IV.

For the output gap, the assessment of information outside of the simple filter is subject to a large degree of uncertainty, but when done properly it will improve the plausibility and robustness of output-gap estimates at the end of the sample period. In the case of Canada, analysis done outside of the multivariate filter suggests that recent increases in headline inflation are likely understating the degree of slack in the economy, since they are being driven in part by recent Canadian-dollar depreciation, and partly by other temporary sector-specific considerations such sharp increases in prices of communications services and meat products (Bank of Canada, 2014). In addition, more detailed analysis of labor markets suggests that recent improvements in the unemployment rate may be overstating the true degree of improvement in economic conditions, as employed labor may be underutilized (Zmitrowicz and Kahn, 2014). Together, these factors point to slightly more economic slack than what is given by the pure model results – to be concrete, our judgmental assessment is that the output gap in 2014 in Canada is -1.0, slightly below the estimate of the filter (-0.8). Once we have settled on the judgmental adjustment to the filter’s estimates of the amount of slack in the economy at the end of the sample, the filter can be used to examine the new results for the entire sample period (given by the yellow line in the figure shown below).
Then, as a cross-check of the results from the multivariate filter, data on capital and labor inputs can be used to decompose the filter’s estimates of potential growth into its component parts using a simple Cobb Douglas production function approach, given by: $\bar{Y} = \bar{A} K_t^\alpha L_t^{(1-\alpha)}$ (alpha = 1/3). The decomposed estimates of potential output growth provide information about the plausibility of the estimated path from the multivariate filter, in view of information on the production-function components. In the case of Canada, the estimated path for potential growth in recent years appears plausible – with the contribution from trend labor inputs (given by the orange bar) expected to fade slightly at the end of the sample, and capital deepening expected to hold steady, any acceleration in potential growth will need to be driven by trend total factor productivity (green bar). The fact that the projected contribution from this factor in 2014 is relatively small, and well in line with recent historical estimates, should provide some confidence that the estimates of potential that come out of the filter are plausible.
Figure C2. Canada: Potential Growth Components

Source: Authors' estimates.